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Abstract—This article describes the elaboration of a lowcost system that allows user interaction with VR environments
modeled in Unity and viewed through Google Cardboard. The
proposed system divides the processing in a client-server architecture in which the VR experience is executed on the client,
while it sends pictures captured from the mobile device inside
the Card Board to the server. This server processes the hand
pose information and sends it to the client.
Index Terms—Neural Networks, Deep Learning, Virtual Reality, Real-time Systems, Image Processing, Pose Detection, Computer Vision

I. I NTRODUCTION
The main goal during the elaboration of a VR environment
is a high degree of immersion. It can be defined as how much
the user can feel immersed or present in the simulation. A
simple example is by vision, in which a headset can be used
to block the vision of the external world while the visual
elements of the environment are projected in front of the
user’s eyes. Another way of increasing the immersion factor
is by improving the interactivity of the user. Other concepts
were related to this sense of immersion, such as the sense of
presence and the uniqueness of the environment [1].
This work aims to increase low-cost immersive factors
availability. For that goal, the source code of the application
created in this project will be available as an open-source code
that allows hand-tracking in VR, using only a cellphone and
a server. With the user hand tracking and the possibility of
interacting with objects in virtual reality, additional sensors
and controllers become not mandatory. The developer should
then analyze the trade-off between cost and precision that these
extra tools provide.
This work’s final objective is to develop a low-cost solution
that enables the interaction through the user’s hands in realtime VR environments. For that, it will be verified the capacity
of doing a pick and place task, which consists of moving a
cube from one area to another.
Also, this work was published in other conferences during
its development [2].

II. S OLUTION
The current problem is to allow a user to use his hands to
interact with a VR environment, using a cellphone to capture
camera frames and display this environment.
The proposed solution to this problem is to divide it using
a client-server architecture. The parts with increased computational costs, such as running the hand-tracking algorithm, are
processed in a server.
The tasks done by the client is the following:
1) Capture camera frames;
2) Compress the image and send to the server;
3) Receive the key-points of the hand in three dimensions;
4) Render a model for the hand in a virtual reality environment;
5) Make minor processing relative to the interaction with
the VR environment;
And, from the server-side:
1) Receive frames sent by the client;
2) Decompress the frames;
3) Detect key-points in two dimensions using pose recognition algorithms;
4) Use inverse kinematics to obtain the key-points in three
dimensions;
5) Send the key-points information to the client;
III. I MPLEMENTATION
The next sessions will explain the frame processing through
all the system, as shown by figure 1. It is important to note
that whenever the client receives the key-points, a new frame
is captured and sent to the server. This way, any changes in
the pose will be reflected in the environment.
This approach allows the mobile device to focus only on the
VR interface and rendering. When we reduce the processing
load in the mobile, we also reduce the battery consumption
for this application, as well as the speed of processing overall
because it’s done in a computer processor, which is usually

Fig. 1. This image represents the processing stages, starting from the frame capture, server processing until the skeleton rendering on the client.

faster. Also, it is important to mention that the frame rate also
has to consider the data transfer rate, which can also be a
bottleneck in the system.
A. Client
The client was implemented using Unity [3] to reduce the
project complexity in the computer vision part, given that
this tool provides abstractions for objects, camera, and lights,
along with other elements. Another reason for this is because
this engine is well documented and popular, according to
Mishra and Shrawankar. This way, developers can integrate
this system into other applications.
The Client-Server integration was implemented in a modular
structure. The Client implementation is simple so that developers only need to send the frames to the server and receive
the angles and points in three dimensions to use it in their
applications.
1) Capturing, Compressing and Sending Frames: The beginning of every frame’s processing is done by capturing it
using one of the cameras on the cellphone. We use the Unity
API for capture, receiving a frame of 640x480 pixels in RGB
format.
Frames dimensions were chosen such that the dimensions
of the hand region at the maximum distance from the camera
have a size similar to the input of the neural network used
to detect hands in the server. This way, there is no loss of
information, and the time for frame transferring - in addition to
other processes whose complexity depends on the dimensions
of the frame - is minimal.
After the image is captured, it is compressed by the VP8
algorithm created by Google [5]. Other formats like AV1
[6] were not tested. The compression was written in C++
using the libraries provided by Google, compiled to Android
architecture, and added to Unity as native code.
Finally, the frame is compressed and sent to the server for
processing.

2) Data receiving and processing: After processing the
hand pose, the server sends, to the client, the angles of each
joint, the position of the wrist relative to the camera, the
rotation of the wrist, and, additionally, all the key-points of
the hand in three and two dimensions.
An object was created to maintain this data and update it,
calling the registered methods to alert data updates. The current implementation has three methods: The first one updates
the screen; The second destroys the previous skeleton and
recreates it based on the new key-points; and the third one
checks the distance between the tips of the index finger and
thumb to check whether the hand is trying to hold an object
or not.
3) Hand pose analysis: To analyze if the hand is holding
an object or not, we use a state machine having the states
“closed pinch” and “open pinch”. For each data updates, the
state is updated based on the following conditions:
• If the current state is “Open Pinch” and the distance
between the tips of index finger and thumb is bigger than
a determined threshold, the next state is “Open Pinch”
nothing changes;
• If the current state is “Open Pinch” and the distance
is smaller than the determined threshold, the next state
is “Closed Pinch” and the closest object inside another
threshold updates its state to “Being Held”;
• If the current state is “Closed Pinch” and the distance if
smaller than the threshold, the next state is still “Closed
Pinch” and nothing changes;
• If the current state is “Closed Pinch” and the distance is
bigger than the threshold, the next state will be “Open
Pinch” and the object which state was “Held” is changed
to “Loose”.
While an object is “being Held”, on each update, the change
in the middle point position between the index finger and the
thumb is added to the position of the object. The figure 2

Fig. 2. A simple scene on Unity that shows the cellphone screen, with the
vision of each eye divided. In this scene, it’s possible to notice an object being
held.

shows the state “Closed Pinch” while the green cube is on the
state “Being Held”.
B. Server
The server does most of the processing. It receives the
frames, decompress them, cut the image, find the key-points
locations, and does the inverse kinematics to get the hand pose
in three dimensions.
It was implemented in C++ because of the optimizations in
the performance and availability of high-performance libraries
in computer vision, linear algebra, and non-linear regression.
1) Receiving and decompressing frames: The server listens to requests to process a frame. The processing is not
functional, since it is necessary to have the past frames to
decompress, and the position from the last frame initializes
the pose.
When a new request arrives, the compressed frames are
received and decoded with VP8, the same library (VPX) is
used on the client. Using the OpenCV library, the frames are
converted from YV12 to GBR.
2) Image cut in the Region of Interest (ROI): Detecting
key-points on the hand is a complex task, and it is responsible
for most of the computational cost. The execution time of the
Neural Network has a direct relation with the image size, and,
in contrast, images with a smaller size has less information,
which can decrease the precision of the result. Since the
objective is to detect only the key-points of the hand, the
region of the image that contains the hand can be detected
and cut from the rest beforehand. In the implementation of
this work, there is only the cut of a square such that the sides
are parallel to the image axis.
The Neural Network described by Redmon and Farhadi was
created to detect the position of common objects in images. It’s
used to detect the hands in the image, determining a region
of interest used to cut the image later. Despite solving the
initial problem, using it in every frame increases the average
execution time. Instead, we use it only in the first frame or
when the key-points detection starts to have confidence bellow
a certain threshold, which we interpret as there is no hand in
the region of interest. For the next frames, we cut a region
calculated based on the position of the key-points detected in
the latest frame.
It is important to note that moving very fast can make the
processing of each frame increase since it will decrease the
confidence of the key-point detection, which implies more use
of the YOLO network.

Fig. 3. In the left, the image input for the Neural Network, and in the right
the image with red dots as possible detected points with highest probability
for each of the 21 joints.

3) Detecting hand key-points: In order to detect the hand
key-points, it is sufficient to resize the ROI to the Neural
Network’s input expected size. The Neural Network used by
Cao, Simon, Wei, et al. was chosen for this work - despite
the one developed by Mueller, Bernard, Sotnychenko, et al.
being faster, it shows inaccuracies that make applications in
activities such as a pick and place harder.
The output of the Neural Network is composed of 21 twodimensional matrices. The values in every position of the i-th
matrix are the probability of the i-th joint be in this position
after resizing the original image. Only the points’ information
with maximum probability for the joints and the probability
itself are used in the next steps. Figure 3 illustrates a possible
configuration for the points of maximum probability for every
joint detected by the Neural Network.
4) Filtering the detected points: The points detected by the
Neural Network between two images, with the hand in the
same position but with small changes, suffer small variations,
so the detection of positions as a function of time has noise.
This noise makes simple applications like identifying the
“Closed Pinch” state impossible since the error in the tip’s
position from the index finger and thumb is more significant
than the threshold to detect a “Closed Pinch” state.
To improve the quality of this signal, then, we use the
same filter used by Mueller, Bernard, Sotnychenko, et al. and
defined in Casiez, Roussel, and Vogel, called 1 Euro Filter.
This filter was chosen because it is simpler to implement and
define the parameters when contrasting with the Kalman Filter
[11], besides having solved the initial problem of detecting the
“Closed Pinch” state.
5) Obtaining the hand key-points in 3D: In this part, the
application has, relative to the region of interest, the points
in two dimensions. From these points and the position of the
ROI relative to the received image, it is possible to calculate
the position of the points relative to the entire image.
To obtain the points in three dimensions relative to the
camera, we used the method described by Panteleris, Oikonomidis, and Argyros, which defines this problem as an Inverse
Kinematics problem.
6) Hand Model: The hand model used contains 26 degrees
of freedom, being: 3 from the wrist position; 3 from the wrist
rotation, in which each angle has values between -180 and 180
degrees; 2 for every proximal joint, that represents angles that
vary between 0 and 90 degrees in the x-axis, and -30 and 30

degrees in z-axis; 1 for each of the remaining 10 distal joints,
that can rotate between 0 and 90 degrees in the x-axis.
Just as in Panteleris, Oikonomidis, and Argyros, the 26
degrees of freedom are represented by 27 variables - the wrist
rotation is represented as a quaternion instead of three Euler
angles, to avoid Gimbal Lock.
To implement the forward kinematics described in the next
section, the information extracted from the model are:
• The unit vectors that represent the connected joints. It
forms a tree with the wrist as the root and the fingertips
as the leaves of this representation. The vector modules
are calculated in the first 30 frames, considering that the
hand is open, as in Mueller, Bernard, Sotnychenko, et al.
• The unit vectors that represent the rotation axes for each
joint.
7) Forward Kinematics and Points Projection: To solve
the inverse kinematics problem with the proposed method,
it is first necessary to solve the forward kinematics problem
[13]. Given the wrist position and the angles of rotation for
each joint, get the key-points in three dimensions. It is also
necessary to calculate the projection of these points in the
image.
The input gives the wrist position. The other joints positions
are calculated for every joint Ji according to the following
equations, considering that the result of the product between
a quaternion and a vector is the vector rotated in the angles
represented by the quaternion:
RotJi (X) = RotPi (X) ∗ RotLocalJi
P osJi (X) = P osPi (X) + RotPi (X) ∗ (P os0Pi − P os0Ji )
Such that:
• Pi Is the parent of Ji in the tree structure;
• P os0J is the vector that represents the position of the
i
i-th joint when no rotation is applied to the joints;
• RotLocalJi is a quaternion that represents the local
rotations of the i-th joint;
• X is a 27-dimensional variable that represents the positions and rotation of the wrist and the rotations of the
joints, as described previously;
• RotJi (X) is a quaternion that represents the global
rotation of the i-th joint, considering the rotation of the
other joints;
• P osJi (X) is the final position of the i-th joint;
Applying this, we obtain the key-points in three dimensions.
To obtain the projection of them in the image, it is necessary
to project them using the camera projection equations [14].
v1 = (−p.x/p.z, −p.y/p.z)
r = |v1 |

P P = (f x ∗ v2 .x, f y ∗ v2 .y)
With k1 , k2 and k3 being the radial distortion coefficients,
p1 and p2 the tangential distortion components and P P the
projected point.
8) Inverse Kinematics: Consider the following function
F (X), similar to the defined in Panteleris, Oikonomidis, and
Argyros:
X
F (X) =
(|Pi − P Pi (X)| ∗ c3i ∗ weighti )2
In which:
• Pi is the point returned by the Neural Network prediction
for the i-th joint;
• ci is the reliability of the prediction for the i-th joint. It
is the probability returned in the matrix, as described in
the previous sections;
• weighti is a weight defined for the i-th joint;
• X is a 27-dimensional variable that represents the positions of the wrist and the rotations of the wrist and the
joints, as described previously;
• P Pi (X) is the result of the forward kinematics and
projection for the i-th joint - this point is given in function
of X.
This way, the pose X that generated the hand in the image
sent from the client minimizes F(X), since that this function
is minimal when |Pi − P Pi (X)| is zero for every i, that is,
the projection of every joint is in the exact position identified
by the Neural Network in the image.
Given the function structure, an approximation to the minimal value of this function can be found using the method
described by Moré, which is implemented by the library used
in this server, ceres-solver.
After that, the server returns the wrist position and all the
rotations that minimize the function. It also returns the values
of the key-points in three dimensions after running the forward
kinematics in X.
IV. E XPERIMENTS
The tests performed in this work’s development reached
5.37 fps locally and 4.20 fps using a mobile device as client.
The scene continues to run in 30 frames per second, besides
the fact that the hand pose does not update at this rate. The
immersion was not severely affected. The pick and place
environment test, proposed at the beginning of this article,
was performed successfully.
The graphs presented in this section were created from the
same image test set, generated from a video of a left hand,
recorded at 30 fps, which is almost static in the first 103 frames
and then starts to rotate and translate, without any sudden
movements.
A. Neural Networks comparative analysis

k = 1 + k1 ∗ r2 + k2 ∗ r4 + k3 ∗ r6
2

2

v2 .x = v1 .x ∗ k + 2 ∗ p1 ∗ v1 .x ∗ v1 .y + p2 ∗ (r + 2 ∗ v1 .x )
v2 .y = v1 .y ∗ k + 2 ∗ p2 ∗ v1 .x ∗ v1 .y + p1 ∗ (r2 + 2 ∗ v1 .y 2 ))

As described in the past sections, two different neural
networks were used to detect the hand key-points, the ones
developed by Cao, Simon, Wei, et al. and Mueller, Bernard,
Sotnychenko, et al.
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Fig. 4. Graph of the index finger tip X position after the inverse kinematics
step, comparing the neural networks developed by Mueller, Bernard, Sotnychenko, et al. and Cao, Simon, Wei, et al.

As described before, the test set doesn’t have any sudden
movements, so relatively large high-frequency changes on the
figure 4 are not expected, unlike the results obtained using the
Neural Network from Mueller, Bernard, Sotnychenko, et al.
In contrast, the results obtained using the Neural Network
from Cao, Simon, Wei, et al. had a result closer to the
expected. It also did better on the performed qualitative tests
done observing the 3d skeleton obtained by the system in
comparison to the hand position.
Even though the Neural Network presented by Mueller,
Bernard, Sotnychenko, et al. is more imprecise in the tested
frames, it is faster, taking an average of 7.77 ms to be executed
on each frame, while the one presented by Cao, Simon, Wei,
et al. takes an average of 72.71 ms. Even with this impact on
the processing time, the final project was implemented using
the second one, once the pick-and-place task wasn’t easy or
even possible to be done with the other one.
B. Noise reduction algorithms
Initially, even using the Neural Network chosen in the last
subsection, the pick-and-place task was hard to be executed.
The main reason was a high-frequency noise which made the
distance between the tip of the index finger and the tip of the
thumb vary more than the limit that was chosen to define the
claw state.
To decrease this noise, the low-pass filter described on
Casiez, Roussel, and Vogel was used, the same used in
Mueller, Bernard, Sotnychenko, et al.
As the figure 5 shows, the 1e filter presented satisfactory
results. Also, after adding this filter to the system, it became
easier to execute the proposed pick-and-place task. Since the
results made it possible to execute this task, other and more
complex filters were not tested, like the filter presented by
Kalman.
The tests done during this work reached locally 7.37 fps and
4.20 fps on a smartphone - the VR environment still updates
at 30 fps, even though the hand does not.
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Fig. 5. Comparative graph of the output of the index finger tip X position
with and without the 1e filter [10]
TABLE I
AVERAGE E XECUTION T IME OF TASKS DONE ON THE SERVER AND ON THE
CLIENT. T HIS DATA WAS OBTAINED FROM TESTS DONE IN 200 FRAMES .
Task
Encoding (Client)
Decoding (Server)
Frame Capture (Client)
Operations on Frame (Client)
Other processing (Client)

Duration (ms)
12.98
1.50
4.37
55.70
0.51

C. Execution Time
Given the importance of the frame rate for immersion, the
execution times of several parts of the system are presented.
The tests were performed on an One Plus 7 smartphone (which
has a Chipset Snapdragon 855 Qualcomm SDM855, a 1x 2.84
GHz Kryo 485 + 3x 2.42 GHz Kryo 485 + 4x 1.8 GHz Kryo
485 processor, and a GPU Adreno 640) and an HP OMEN 15dc0030np notebook, with an Intel Core i7-8750H processor
and an NVIDIA GeForce GTX 1050 Ti GPU.
Table I shows that great part of the client processing time
is related to frame operations, like inverting the image. This
task is currently implemented using only one thread on the
processor, so it is possible that this time will decrease if a
graphic card is used on this step.
Observing the table II, one can notice that the transfer time
is responsible for at least 68.62 ms per frame, which implies
at most 17.57 fps in the overall processing. This table also
shows that the server processing time decreases on non-local
tests, probably because it’s not dividing its processing power
with the client.
TABLE II
AVERAGE PROCESSING TIME FOR EACH TYPE OF CONNECTION AND
WITHOUT THE USE OF VP8.
Duration (ms)
Connection
Client
Server
Transfer
Local - W/ VP8
196.29
109.68
28.52
Local
187.34
108.03
41.54
USB 3.0 - W/ VP8
241.75
92.97
68.62
USB 3.0
269.06
97.41
110.52
WiFi - W/ VP8
238.35
91.73
80.29
WiFi
316.42
97.03
158.74

The execution times shown in table III were measured using

TABLE III
S ERVER TASKS AVERAGE EXECUTION TIME DURING EACH FRAME
PROCESSING .
Task
Duration(ms)
Region of Interest Detection
2.05
Joints Detection [8]
72.71
Joints Detection [9]
7.77
Casiez, Roussel, and Vogel Filter
<0.01
Inverse Kinematics
10.95

[4]

the test frames described at the beginning of this section
locally, without connecting to a client.
The first task, the region of interest detection, has an small
average execution time once the Redmon and Farhadi Neural
Network is not execution on all frames, just on the first one
and when the joints detection confidence is low.
The inverse kinematics step is the slowest on the serverside, taking on average 10.95 ms. Other tasks done on the
client are slower and are probably easier to improve.

[6]

[5]

[7]

[8]

V. C ONCLUSION
As a result of this work, it’s come possible to create a lowcost solution that captures frames by a phone camera inserted
in a Google Cardboard, which is processed in a server and
sent back to the VR application. This way the user can see
their own hands in a virtual environment and interact with it.
The capacity of interaction was confirmed by completing the
objective proposed in the introduction - to make a pick-andplace task, by moving a cube to a specific area.
Other opportunities for improvement can be explored in
future work, most of them regarding the processing time.
Most of the tasks that the system does are executed for each
frame, that is, a new frame only starts to process when the
client hand pose is updated. An improvement for this is to
turn the system into a pipeline on the server and client sides.
Another possibility of improvement for this is by using other
neural networks like the one developed by Zhang, Bazarevsky,
Vakunov, et al. or changing the data set used in Mueller,
Bernard, Sotnychenko, et al. to better suit an specific task
and, thus, have a better performance for it.
The pick-and-place task proposed here also can be explored
in other scenarios, or the ”Pinch” Hand Pose can be generalized to a state machine that has more states that enable more
complex interactions with the environment.
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Géry Casiez, Nicolas Roussel, and Daniel Vogel. “1e
filter: a simple speed-based low-pass filter for noisy
input in interactive systems”. In: Proceedings of the
SIGCHI Conference on Human Factors in Computing
Systems. New York, NY: ACM, 2012, pp. 2527–2530.
R. E. Kalman. “A New Approach to Linear Filtering and
Prediction Problems”. In: Journal of Basic Engineering
82.1 (Mar. 1960), pp. 35–45.
Paschalis Panteleris, Iason Oikonomidis, and Antonis
Argyros. “Using a single rgb frame for real time 3d hand
pose estimation in the wild”. In: 2018 IEEE Winter Conference on Applications of Computer Vision (WACV).
IEEE. Lake Tahoe, NV/CA, 2018, pp. 436–445.
Serdar Kucuk and Zafer Bingul. Robot kinematics:
Forward and inverse kinematics. London, UK: INTECH
Open Access Publisher, 2006.
Camera Calibration. “3D Reconstruction, OpenCV 2.4.
13.6 documentation”. In: Opencv dev team (2018).
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